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A B S T R A C T

Localizing visitors in natural environments is challenging due to the unavailability of
pre-installed cameras or other infrastructure such as WiFi networks. We propose to
perform localization using egocentric images collected from the visitor’s point of view
with a wearable camera. Localization can be useful to provide services to both the
visitors (e.g., showing where they are or what to see next) and to the site manager (e.g.,
to understand what the visitors pay more attention to and what they miss during their
visits). We collected and publicly released a dataset of egocentric videos asking 12
subjects to freely visit a natural site. Along with video, we collected GPS locations
by means of a smartphone. Experiments comparing localization methods based on
GPS and images highlight that image-based localization is much more reliable in the
considered domain and small improvements can be achieved by combining GPS- and
image-based predictions using late fusion.

c© 2019 Elsevier B. V. All rights reserved.

1. Introduction and Motivation

Localizing the visitors in natural environments such as parks
or gardens can be useful to provide a number of services to
both the visitors and the manager of the natural site. For in-
stance, position information can be used to help visitors navi-
gate the outdoor environment and augment their visit by pro-
viding additional information on what is around. On the other
hand, being able to continuously localizing the visitors allows
to infer valuable behavioral information about them by estimat-
ing which paths they follow, where they spend more time, what
they pay attention to, and what elements do not attract the de-
sired attention. The automatic acquisition of such behavioral
information (typically manually collected by means of ques-
tionnaires) would be of great importance for the manager of the
site to assess and improve the quality of the provided services.
While localization is generally addressed in outdoor environ-
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e-mail: gfarinella@dmi.unict.it (Giovanni M. Farinella)
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ments using GPS, we found that this technology is not always
as accurate as needed to address the considered task. Therefore,
we investigate the use of computer vision to reliably assess the
location of visitors in natural outdoor environments. Specifi-
cally, we consider a scenario in which the visitors of the site are
equipped with a wearable device which is equipped with a cam-
era and optionally a screen to provide feedback and augment
the visit. The wearable device allows to effortlessly collect vi-
sual information of the location in which the visitors move and
what they pay attention to. Moreover, the integration of local-
ization algorithms in devices capable of deploying Augmented
Reality applications would allow the implementation of useful
interfaces to provide the visitor with navigation and recommen-
dation services.

While the use of wearable and visual technologies in natu-
ral sites has an appealing potential, their exploitation has been
limited by lack of public datasets suitable to design, develop
and test localization algorithms in the considered context. To
this aim, we gathered a new dataset of egocentric videos in
the botanical garden of the University of Catania (Fig. 1). The
dataset has been collected by 12 subjects who where asked to

http://www.sciencedirect.com
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Fig. 1. (a) The entrance of the botanical garden of the University of Catania, (b) the general and (c) Sicilian gardens.

visit the site while wearing an egocentric camera. To assess the
exploitability of classic data for localization in the considered
context, GPS locations have been also acquired during the vis-
its using a smartphone, and later synced to the collected videos.
Under the guidance of botanic experts, the chosen natural site
has been divided into 9 contexts and 9 subcontexts, organized in
a hierarchical fashion. The dataset has been labeled with both
the area in which the visitor was located at the moment of acqui-
sition and the related GPS coordinates. To encourage research
on the considered problem, we publicly release our dataset at
the following URL: http://iplab.dmi.unict.it/EgoNature.

Relying on the collected data, we perform experiments to in-
vestigate the exploitation of GPS and vision for visitor localiza-
tion in the considered site. We propose to address localization
as a classification task, i.e., the task of determining in which
area of the site the visitor is currently located. We first study the
exploitation of GPS by assessing the performance of standard
classifiers such as Decision Classification Tree (DCT), Sup-
port Vector Machines (SVM) and K-Nearest Neighbor (KNN).
The exploitation of vision-based technologies to address the
task is investigated by testing the use of three Convolutional
Neural Networks (CNN) as image classifiers, namely, AlexNet,
VGG16 and SqueezeNet. We note that GPS and vision gener-
ally allow to achieve complementary results. Hence, we inves-
tigate how classification accuracy can be improved by fusing
GPS- and vision-based predictions.

Our analysis outlines that: 1) GPS alone does not allow to
obtain satisfactory results on the considered dataset, 2) vision-
based approaches (CNNs) largely outperform those based on
GPS, 3) small improvements can be obtained by fusing GPS-
and vision-based approaches, which suggests that the two
modalities tend to leverage, up to a certain extent, complemen-
tary information about the location of the visitors. This latter
finding opens the possibility for further research in the joint ex-
ploitation of GPS and vision to address localization in natural
environments.

In sum, the contributions of this work are as follows:

• We propose a dataset of egocentric videos collected in a
natural site for the purpose of visitor localization. The
dataset has been collected by 12 subjects, contains about
6 hours of recording, and is labeled for the visitor local-
ization task. To our knowledge this dataset is the first of

its kind and we hope that it can be valuable to the research
community;

• We compare methods based on GPS and vision on the vis-
itor localization task in a natural site. Our experiments
show that image-based approaches are accurate enough to
address the considered task, while GPS-based approaches
tend to achieve reasonable results;

• We investigate the benefits of fusing GPS and vision to im-
prove localization accuracy. Specifically, our experiments
suggest that better results can be obtained by fusing the
two modalities, which encourages further research in this
direction.

This paper extends the work presented in [1]. Specifically,
in this paper, we publicly release the proposed EgoNature
dataset along with localization labels and paired GPS coor-
dinates. Additionally, we study localization with respect to
three granularity levels: contexts, sub-contexts and the union
of the two, whereas in [1] only the context localization level
was considered. The experimental evaluation has also been ex-
tended considering a 3-fold validation scheme (whereas a single
train/test split was considered in [1]) and including comparisons
with more image- and GPS-based methods such as AlexNet,
VGG16, KNN and SVM.

The remainder of the paper is structured as follows: the re-
lated works are discussed in Section 2. Section 3 describes the
proposed dataset. The compared localization approaches are
discussed in Section 4. Experimental results are given in Sec-
tion 5. Section 6 concludes the paper and discusses possible
future works.

2. Related Works

Our work is related to different research topics, including
wearable computing and egography, the exploitation of com-
puter vision in natural environments, localization based on
wireless and BLE devices, image-based localization, as well as
localization based on a joint exploitation of images and GPS. In
the following sections, we revise relevant works belonging to
the aforementioned research lines.
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2.1. Wearable Computing and Egography

Our work is related to previous investigations on wearable
computing [2] and egography [3]. Among the pioneering works
on the topic, Mann et al. [4] first introduced the concept of
wearable computing, including the processing of images and
videos collected from a first-person view. Subsequent works
mainly concentrated on topics related to augmented reality and
location recognition. Mann and Picard proposed Video Or-
bits [5], a featureless algorithm to register pairs of images.
Mann and Fung [6] further explored the use of Video Orbits
to obtain mediated reality on an eyewear devices. Starner et
al. [7] investigated algorithms for location and task recognition
from wearable cameras in the context of the game of Patrol.
Jebara et al. [8] presented “DyPERS”, a werable system us-
ing augmented reality to automonously retrieve “media mem-
ories” based on association with real objects detected by the
system. Torralba et al. [9] contributed a system to perform
location and scene recognition in a known environment from
wearable cameras. Spriggs et al. [10] investigated the problem
of recognizing the actions performed by the camera wearer to
temporally segment egocentric video. Kitani [11] proposed an
algorithm for automatic real-time video segmentation of first-
person sports videos. Lee et al. [12] investigated the role of
people and objects for egocentric video summarization. Lu and
Grauman [13] proposed an approach for story-driven summa-
rization of egocentric videos. Karaman et al. [14] investigated
the use of wearable devices for assistive technologies. Rhine-
hart et al. [15] proposed a system for future activity forecasting
with inverse reinforcement learning from first-person videos.
Furnari et al. [16] investigated algorithms to anticipate user-
object interactions from first-person videos.

Many works on wearable computing considered localization
as a useful component to develop more sophisticated applica-
tions. However, most of them [7, 9, 15] have generally con-
sidered indoor environments. Differently from these works, we
explore the task of localizing the camera wearer in natural out-
door contexts. Recent works have shown that Convolutional
Neural Networks can be successfully used to localize a cam-
era both at the levels of location recognition and camera pose
estimation [17, 18, 19, 20]. Coherently with these works, in
this paper, we benchmark several approaches based on Convo-
lutional Neural Networks on the proposed dataset.

2.2. Exploitation of Computer Vision in Natural Environments

This line of works mainly investigated classification prob-
lems involving plants and trees. Among these works, Kumar
et al. [21] proposed Leafsnap, a computer vision system for
leaf recognition able to identify 184 species of trees from the
North-eastern United States. The proposed system is integrated
in a mobile application allowing users to take photos of leaves
placed on a white sheet to segment them and remove stems.
The leaf silhouettes are represented using histograms of cur-
vature on multiple scales. Leaves are hence identified with
a Nearest Neighbor search by considering an intersection dis-
tance measure. Wegner et al. [22] designed a framework for
the recognition of trees in a urban context. The framework
matches aerial images of trees from Google maps with street

view images. This process allows to localize the position of
trees on public street sides. Along with the work, the authors re-
leased the Pasadena Urban Trees dataset, which contains about
100,000 images of 80,000 trees labeled according to species
and locations. Van Horn et al. [23] collected the iNat2017
dataset employing the “iNaturalist” expert network2. The net-
work allows naturalists to share photos of biodiversity across
the world. iNat2017 contains images of about 8,000 species ac-
quired in natural places. The species are characterized by high
visual variability, high similarity among species and a large
number of imbalanced and fine-grained categories. A challenge
on this dataset has been proposed by the authors to encourage
research on the field. Joly et al. [24] proposed the LifeCLEF
dataset and four related challenges: audio-based bird identifica-
tion, image-based plant identification, vision-based monitoring
of sea-related organisms, and location-based recommendation
of species.

The aforementioned works have mainly proposed datasets
and computer vision algorithms for classification of plants and
trees acquired by a third person camera. Differently, we con-
sider the problem of localizing the visitors of a natural site by
means of images acquired by a first person point of view.

2.3. Localization based on Wireless and BLE Devices

Previous works have investigated the localization problem
using mobile wireless devices [25], and bluetooth low energy
(BLE) [26, 27]. In particular, Alahi et al. [25] designed a
method to improve GPS human localization using a combina-
tion of fixed antennas, RGB cameras and mobile wireless de-
vices such as smartphones and beacons. The authors used a
multi-modal approach in which RGB visual data is analyzed
jointly with wireless signals. Signal trilateration and propaga-
tion models are used together with tracking methods in the RGB
domain to localize people in indoor environments. Ishihara et
al. [26] have studied how people localization can be performed
with a beacon-guided approach. This requires the installation
of Bluetooth Low Energy (BLE) signals emitters in the envi-
ronemnt. The authors designed a method in which localization
based on radio waves is combined with Structure from Motion
(SfM) performed from visual data. However, as stated by the
authors, SfM is still a challenging task in real outdoor scenar-
ios, due to the presence of little to no distinctive visual features
(i.e., consider a garden with many plants as in our case). The
authors proposed an improvement of the approach in [27]. In
this follow-up, inference machines have been trained on pre-
viously collected pedestrian paths to perform user localization,
hence reducing position and orientation error.

While the exploitation of Wireless and BLE devices can be
convenient in certain indoor scenarios, it is not generally the
case in large natural outdoor environments. This is mainly due
to the lack of existing infrastructures such as WiFi networks
and to the difficulties of installing specific hardware across the
sites. Differently from the aforementioned works, in this paper
we investigate the exploitation of ego-vision and GPS signals,

2https://www.inaturalist.org/ (accessed 15-Jan-2019)
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which do not require to install specific hardware in the natural
site.

2.4. Image-Based Localization
Previous works have studied image-based localization as a

classification problem. Furnari et al. [17] addressed the prob-
lem of recognizing user-specified personal locations from ego-
centric videos. In this context, localization is addressed as
an “open-set” classification problem, where the system should
identify the pre-specified locations and reject those which have
not been specified at training time. Starner et al. [7] investigated
the use of wearable cameras to localize users from egocentric
images. Localization is addressed as a “closed-set” room-level
classification problem as the user is assumed to move within
a limited set of rooms in a building. Santarcangelo et al. [18]
studied the exploitation of multimodal signals collected from
shopping carts to localize the customers of a retail store. Local-
ization is addressed as a classification problem in which each
image collected by the shopping cart is associated to the corre-
sponding department in the retail store. The location informa-
tion is hence exploited for behavioral understanding in a “Vi-
sual Market Basket Analysis” scenario. Ragusa et al. [28] con-
sidered the problem of localizing the visitors of a cultural site
from egocentric video. Localization is addressed as a classifi-
cation task to understand in which room the visitor is located
from egocentric images. In the considered domain, localization
information can be used by museum curators and site managers
to improve the arrangement of their collections and increase the
interest of their audience. Differently from the proposed work,
Ragusa et al. [28] address visitors’ localization in indoor envi-
ronments, where GPS coordinates cannot be reliably used. Bet-
tadapura et al. [29] leveraged a reference dataset for reducing
the open-ended data-analysis problem of image classification
into a more practical data-matching problem. The idea of char-
acterizing locations through features is present also in the work
of Kapidis et al. [30]. In the considered indoor scenario, the
features are related to the presence/absence of specific objects.
Indeed, detected objects can be used as discriminant descriptors
for a set of images taken from the same room.

Similarly to the aforementioned works, we tackle localiza-
tion as a classification problem. This is done by dividing the
considered space into non-overlapping areas. Differently from
the discussed works, however, we study the the problem in the
context of natural sites and investigate the exploitation of GPS
and ego-vision to address the considered localization task. We
would like to note that, while dividing an indoor space into co-
herent areas is straightforward (e.g., rooms are usually consid-
ered as areas), defining meaningful areas in an outdoor context
is a less well-defined problem. In this work, we followed the ad-
vice of botanic experts in order to divide the considered space
in areas meaningful for the visitors. Indeed, the different ar-
eas contain different plants belonging to different families and
hence estimating the location of visitors with respect to these
areas can provide useful information on their behavior.

2.5. Image-Based Geo-Localization
Our research is also related to previous works on image-

based geo-localization, which consists in inferring geo-location

(e.g., GPS coordinates) from images. Hays and Efros [31] col-
lected a dataset of 6 million GPS-tagged images from the Inter-
net and proposed a method capable of estimating geo-location
from a single image by predicting a probability distribution over
geographic locations. Zamir and Shah [32] performed image-
based geo-localization by indexing in a tree SIFT keypoints
extracted from the training images. At test time, the tree is
queried using the SIFT descriptors of keypoints detected in a
query image. A GPS-tag-based pruning method is used to dis-
card less reliable descriptors. Lin et al. [33] introduced a cross-
view feature translation approach which allows to learn the re-
lationship between ground level appearance and over-head ap-
pearance. This approach allows to leverage over-head maps to
perform geo-localization also in regions containing few geo-
tagged ground level images. Zamir and Shah [34] presented
a nearest neighbor feature matching method based on general-
ized minimum clique graphs for image-based geo-localization.
Weyand et al. [35] proposed a deep network which can localize
images of places exploiting different cues such as landmarks,
weather patterns, vegetation, road markings, or architectural de-
tails. Zemene et al. [36] tackled the problem of geo-localization
of city-wide images, addressing the task by clustering local fea-
tures in the images. Features from reference images (i.e., archi-
tectural details, road markings, and characteristic vegetation)
are hence used for Dominant Set Clustering (DSC), which can
be seen as an improvement of Nearest Neighbors based meth-
ods [32, 34].

Differently from these works, we focus on image-based lo-
cation recognition at the context level, which already allows to
obtain useful insights on the behavior of visitors. As shown in
the experiments, this is also due to the fact that GPS locations
collected in the considered domain are not reliable enough to be
considered a valid ground truth to train geo-localization meth-
ods.

2.6. Joint Exploitation of Images and GPS for Localization

The combination of GPS and visual information to localize
users in an environment has been investigated in the past. Capi
et al. [37] proposed an assistive robotic system able to guide
visually impaired people in urban environments. Navigation is
obtained with a multimodal approach by combining GPS, com-
pass, laser range finders, and visual information to train neural
networks. The system has been validated in a controlled en-
vironment, but the authors have shown that it can also adapt
to environment changes. NavCog [38] is a smartphone-based
system which performs accurate and real-time localization over
large spaces.

Similarly to these works, we investigate how to combine
GPS and vision. However, differently from previous works, our
study focuses on ego-vision in the context of natural environ-
ments.

3. Dataset

To study the localization of visitors in natural sites, we gath-
ered a dataset of egocentric videos in the botanical garden of
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Fig. 2. Top: map of the Botanical Garden with contexts (blue numbers) and subcontexts (red numbers). Bottom-left: list of the contexts. Bottom-right: list
of subcontexts.

the University of Catania3(Fig. 1(a)). The botanical garden is
made up of two main parts: the General Garden (Orto Generale
or Orto Universale, Fig. 1(b)) and the Sicilian Garden (Orto
Siculo, Fig. 1(c)). The site hosts several plant species and has
an extension of about 16,000 m2. Under the guidance of botanic

3http://ortobotanico.unict.it/

experts, the garden has been divided into 9 main contexts which
identify meaningful areas for the visitors of the natural site. For
instance, some examples of contexts are “entrance”, “green-
house”, and “central garden”. We would like to highlight that
the considered botanic garden has been divided into contexts
considering areas which are useful to characterize the behav-
ior of visitors and understand their interests. Indeed, a context
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Fig. 3. Alignment process between GPS measurements and video frames.
GPS and video data are acquired at different rates, hence several video
frames are aligned with the same GPS measurement. Black dotted lines
in the figure represent the boundaries of time-slot defined by each GPS
acquisition. Boundaries are defined exactly in the middle temporal point
between two GPS acquisitions (i.e., at distance D1 for the first and second
GPS measurements, at distance D2 for the second and third GPS measure-
ments, etc.).

contains plants organized by their families. The contexts of the
garden in which the visitors have to be localized are highlighted
with blue numbers in Fig. 2(top). The table in Fig. 2(bottom-
left) lists the 9 contexts and reports some sample images therein
captured. Note how, while some of the contexts tend to be char-
acterized by distinctive features (e.g., compare the sample im-
ages from context 3 “greenhouse” with the sample images from
context 2 “monumental building”), the contexts are, in general,
characterized by low inter-class variability due to the predom-
inance of plants and to the presence of similar architectural el-
ements. To allow for a more fine-grained localization of the
visitors, context 5 “Sicilian Garden” has been further divided
into 9 subcontexts by partitioning the Sicilian Garden where
different Sicilian species are hosted. These additional subcon-
texts are highlighted with red numbers in Fig. 2(top) and listed
in Fig. 2(bottom-right).

We collected a set of egocentric videos within the botani-
cal garden asking 12 volunteers to freely visit the natural site
while wearing a head-mounted camera and a GPS receiver. The
data have been collected in different days and contain weather
variability. The wearable camera, a Pupil Mobile Eye Track-
ing Headset4, was used to collect videos of the visits from the
points of view of the visitors. A Honor 9 smartphone was used
to collect GPS locations by means of the MyTracks Android
application5. The video camera and the GPS device collected
data at different frame-rates. It should be noted that this sam-
pling scenario is common when dealing with multi-modal data
collected using different sensors, as investigated in previous re-
search [39]. In this work, in order to assign a GPS position
to each video frame, we performed an alignment procedure in
which each video frame was associated with the closest GPS
measurement in time, as illustrated in Fig. 3. Please note that
this procedure allows for the replication of GPS positions along
different contiguous video frames. All videos have been vi-
sually inspected and each frame has been labeled to specify
both the context and subcontext in which the visitor was op-
erating. The dataset contains labeled videos paired with frame-

4https://pupil-labs.com/pupil/
5https://play.google.com/store/apps/details?id=com.zihua.android.mytracks&hl

Table 1. Classification granularities used to study the problem of visitor lo-
calization on the collected dataset. The indices of contexts and subcontexts
are coherent with the ones reported in Fig. 2.

Name Granularity (Sub)Contexts
9 Contexts Coarse 1, 2, 3, 4, 5, 6, 7, 8, 9

9 Subcontexts Fine 5.1, 5.2, 5.3, 5.4, 5.5,
5.6, 5.7, 5.8, 5.9

17 Contexts Mixed 1, 2, 3, 4, 5.1, 5.2,
5.3, 5.4, 5.5, 5.6, 5.7,
5.8, 5.9, 6, 7, 8, 9

Table 2. The three folds in which the dataset has been divided for evaluation
purposes.

Fold Subjects ID Frames
1 2, 3, 7, 8 23,145
2 0, 5, 6, 9 14,659
3 1, 4, 10, 11 25,777

wise GPS information for a total of 6 hours of recording, from
which we extract a large subset of 63,581 frames. The reader is
referred to Fig. 2(bottom) for visual examples from the dataset.

The collected dataset can be used to address the problem of
localizing the visitors of a natural site as a classification task.
Specifically, since each frame of the dataset has been labeled
with respect to both contexts and subcontexts, location-based
classification can be addressed at different levels of granularity,
by considering 1) only the 9 contexts (coarse localization), 2)
only the 9 subcontexts (fine localization), or 3) the 17 contexts
obtained by considering the 9 contexts and substituting context
5 “Sicilian garden” with its 9 subcontexts (mixed granularity).
Please note that when we perform experiments on the 9 sub-
contexts, only a subset of 15,750 frames labeled as “Context 5”
is considered. Table 1 summarizes the classes involved when
considering each of these classification schemes.

For evaluation purposes, the dataset has been divided into 3
different folds by splitting the set of videos from the 12 vol-
unteers into 3 disjoint groups, each containing videos from 4
subjects. We divided the set of videos such that the frames of
each class are equally distributed in the different folds. Table 2
reports information on which videos acquired by the different
subjects have been considered in each fold, and the number of
frames in each fold.

To the best of our knowledge, this is the first large
dataset for localization purposes in natural sites domain.
The dataset is publicly available at the following URL:
http://iplab.dmi.unict.it/EgoNature.

4. Methods

As previously discussed, we consider localizing the visitor
of the natural site as a classification problem. In particular, we
investigate classification approaches based on GPS and images,
as well as methods jointly exploiting both modalities. Each of
the considered methods is trained and evaluated on the proposed
EgoNature dataset according to the three different levels of lo-
calization granularity reported in Table 1.
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4.1. Localization Methods Based on GPS
When GPS coordinates are available, outdoor localization is

generally performed by directly analyzing such data. The main
assumption behind this approach is that GPS coordinates can be
retrieved accurately, in which case vision would not be needed
to perform location recognition. As we will show in the ex-
periments, however, accurate estimation of GPS coordinates is
not trivial in the considered context, also due to the presence of
trees covering the sky. To investigate localization approaches
based only on GPS, we consider different popular classi-
fiers. Specifically, we employed Decision Classification Trees
(DCT) [40], Support Vector Machines (SVM) [41] with linear
and RBF kernels and k-nearest neighbor (KNN) [42]. Each of
the considered approaches takes the raw GPS coordinates (x, y)
as input and produces as output a probability distribution over
the considered classes, conditioned on the input, where c repre-
sents the contexts to be predicted. We tune the hyperparameters
of the classifiers performing a grid search with cross valida-
tion. In particular, we optimize: the maximum depth of the
decision tree for DCT (search range: {1, 2, . . . , 100}), the val-
ues of C (search range: {1, 10, 100, 1000}), γ (search range:
{0.01, 0.05, 0.001, 0.0001, auto}), and kernel (i.e., linear and
rbf) for SVMs, and the number of neighbors k for KNN classi-
fiers (search range: {1, 2, . . . , 100}). We remove duplicate GPS
measurements from the training set during the learning phase
of GPS-based methods, as we noted that this improved perfor-
mance. Please note that, for fair comparison, duplicate mea-
surements are not removed at test time.

4.2. Localization Methods Based on Images
Image-based localization methods assume that no GPS co-

ordinates are available and hence address location recognition
by directly processing images captured from the wearable de-
vice. Despite performing image-based localization is not trivial,
the main advantage of this approach is that image-based sensing
can be less noisy than estimating GPS coordinates. Each image-
based localization method takes as input an image I and pre-
dicts a probability distribution over the contexts p(c|I). To study
image-based localization, we consider three different CNN ar-
chitectures: AlexNet [43], Squeezenet [44] and VGG16 [45].
The three architectures achieve different performances on the
ImageNet classification task [46] and require different compu-
tational budgets. In particular, AlexNet and VGG16 require
the use of a GPU at inference time, whereas SqueezeNet is ex-
tremely lightweight and has been designed to run on CPU (i.e.,
can be exploited on mobile and wearable devices). We initial-
ize each network with ImageNet-pretrained weights and fine-
tune each architecture for the considered classification tasks.
The CNNs are trained with Stochastic Gradient Descent for 300
epochs with a learning rate equal to 0.001. The batch size was
set to 512 in the case of SqueezeNet, 256 in the case of AlexNet
and 64 in the case of VGG16. To reduce the effect of overfit-
ting when comparing different models, at the end of training we
selected the epoch achieving the best results on the test set.

4.3. Localization Methods Exploiting Jointly Images and GPS
While GPS- and Image-based methods assume no other in-

formation to be available, fusing the two sources of information

Table 3. Performances of localization methods based on GPS and images
in terms of Accuracy%.

Folds
Methods 1 2 3 Average

9
C

on
te

xt
s

DCT 78.76 46.83 76.53 67.37
SVM 78.89 52.59 78.50 69.99
KNN 80.38 54.34 81.05 71.92

AlexNet 90.99 90.72 89.63 90.45
SqueezeNet 91.24 93.08 91.40 91.91

VGG16 94.26 95.59 94.08 94.64

9
Su

bc
on

te
xt

s DCT 55.26 40.47 38.63 44.78
SVM 52.60 43.03 49.85 48.49
KNN 59.71 43.58 51.61 51.63

AlexNet 82.66 84.68 81.94 83.09
SqueezeNet 83.96 88.06 84.21 85.41

VGG16 90.68 91.47 87.18 89.78

17
C

on
te

xt
s DCT 65.03 37.25 64.95 55.74

SVM 66.71 42.10 64.62 57.81
KNN 67.50 43.84 65.75 59.03

AlexNet 84.73 87.71 84.77 85.74
SqueezeNet 87.94 91.07 87.42 88.81

VGG16 91.35 94.03 91.10 92.16

can lead to improved performance. Indeed, even if GPS mea-
surements can be inaccurate, they generally provide a rough
estimate for the position of the visitor. On the contrary, image-
based localization can provide more accurate localization at the
cost of a higher variance. For instance, two different contexts
can present images with similar visual content, which can lead
to erroneous predictions (see Fig. 2). We hence expect little
correlation between the mistakes made by approaches based on
images and GPS. To leverage such complimentary nature of the
predictions, we investigate the effect of fusing them by late fu-
sion. Specifically, let α be the vector of class scores produced
by a CNN for a given visual sample and let βi be the vectors
of scores produced by n different localization approaches based
on GPS. Given a weight w, we fuse the considered predictions
using the following formula: w · α +

∑n
i=0 βi. The final goal of

a localization method exploiting both images and GPS is hence
to produce a probability distribution p(c|I, x, y) over contexts
conditioned on both the input image and GPS coordinates.

5. Experimental Results

In this section, we report and discuss the results of exper-
iments performed on the proposed dataset by considering the
different methods discussed in previous section.

5.1. Methods Based Only on Images or GPS

Table 3 reports the results of the methods based on visual
and GPS data when used separately. Results are shown in terms
of accuracy%, according to the three previously discussed lo-
calization granularities (9 Contexts, 9 Subcontexts, 17 Con-
texts). All results are computed in a 3-fold validation setting.
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Specifically, columns 2 − 4 of Table 3 report the results ob-
tained considering one of the folds as test set and the other ones
as training sets, whereas the last column reports the average
of the results obtained in each fold. The best average result
among the image-based methods are reported in bold, whereas
the best average results among the GPS-based methods are un-
derlined. As shown by the table, KNN is the best performing
method among the ones based on GPS, followed by SVM and
DCT. This is consistent for all localization levels (9 Contexts,
9 Subcontexts and 17 Contexts) and for most of the individual
folds. Analogously, among the image-based classifiers, VGG16
is the best performing method, followed by SqueezeNet and
AlexNet. This behavior is consistent for all folds and localiza-
tion granularities and is probably related to the higher perfor-
mances shown by VGG16 on the ImageNet classification chal-
lenge [45].

As can be noted from Table 3, the methods based only on
GPS do not achieve satisfactory localization performances, es-
pecially if compared to those based on CNNs. For instance,
KNN, which is the best performing method among those based
on GPS, achieves an average accuracy of only 71.92% on 9
Contexts, whereas VGG16 obtains an accuracy of 94.64% on
the same visitor localization problem. The accuracy of the
methods based on GPS further drops down when a more pre-
cise localization is required in the 9 Subcontexts granularity. It
is worth to note that, while the performances of the methods
based on GPS drop down by about 20% in the 9 Subcontexts
localization challenge (e.g., KNN score drops from 71.92% to
51.63%), the performances of image-based methods drop down
only by a few percentage points to address the same problem
(e.g., VGG16 score drops from 94.64% to 89.78%). Interme-
diate performances are obtained when considering localization
at the granularity of 17 Contexts, with a localization accuracy
of 92.16%. This comparison highlights how GPS information
acquired using a smartphone is not suitable alone for the local-
ization of visitors in a natural site, while approaches based on
images achieve much more promising results. It should also be
noted that the performance of methods based on GPS might also
be affected by the lower rate at which GPS coordinates are col-
lected, as compared to images, as highlighted in Fig. 3, which
highlights the higher reliability of image-based localization in
the considered context.

Fig. 4 reports the confusion matrices obtained by the KNN
classifier (i.e., the best performer among the methods based on
GPS, according to the different localization granularities). Most
of the errors are obtained when a sample is wrongly classified
as belonging to a neighboring class (e.g., see confusion between
“Con 1” and “Con 2” and between “Con 5” and “Con 6” in
Fig. 4(a), and by considering the map in Fig. 2). This effect
is more pronounced at the finer granularities of 9 Subcontexts
(Fig. 4(b)) and 17 Contexts (Fig. 4(c)). This fact confirms that
GPS is not appropriate to solve the task under consideration.

Fig. 5 reports the confusion matrices obtained according to
the different localization granularities by the VGG16 classifier,
which is the best performing one among the image-based meth-
ods. A comparison between Fig. 4 and Fig. 5 shows the su-
perior performances of image-based methods in the considered

Table 4. Late fusion results (accuracy%) related to the 9 Contexts granu-
larity level for different values of the late fusion weight w.

CNN weight for Late Fusion (w)
1 2 3 4 5

9
C

on
te

xt
s

AlexNet + DCT 67.28 81.15 91.33 91.01 90.88
AlexNet + SVM 70.38 91.70 91.27 90.99 90.87
AlexNet + KNN 72.17 90.90 91.21 90.98 90.87
AlexNet + DCT + SVM 67.95 76.49 91.65 91.54 91.31
AlexNet + DCT + KNN 67.72 78.48 91.10 91.53 91.28
AlexNet + SVM + KNN 70.99 81.54 91.76 91.52 91.23
AlexNet + DCT + SVM + KNN 69.18 75.74 85.33 91.76 91.67
SqueezeNet + DCT 67.28 82.48 92.47 92.27 92.20
SqueezeNet + SVM 70.38 92.96 92.40 92.24 92.16
SqueezeNet + KNN 72.17 91.90 92.39 92.24 92.14
SqueezeNet + DCT + SVM 67.95 76.80 93.05 92.63 92.43
SqueezeNet + DCT + KNN 67.72 78.84 92.12 92.62 92.44
SqueezeNet + SVM + KNN 70.99 81.99 93.02 92.58 92.40
SqueezeNet + DCT + SVM + KNN 69.18 76.04 86.11 93.07 92.68
VGG16 + DCT 67.28 85.33 94.86 94.80 94.76
VGG16 + SVM 70.38 95.14 94.86 94.81 94.76
VGG16 + KNN 72.17 93.86 94.84 94.79 94.76
VGG16 + DCT + SVM 67.95 77.41 95.09 94.95 94.87
VGG16 + DCT + KNN 67.72 79.72 94.06 94.95 94.87
VGG16 + SVM + KNN 70.99 83.05 95.17 94.94 94.86
VGG16 + DCT + SVM + KNN 69.18 76.43 87.34 95.14 94.99
Average: AlexNet 69.38 82.29 90.52 91.33 91.16
Average: SqueezeNet 69.38 83.00 91.65 92.52 92.35
Average: VGG16 69.38 84.42 93.75 94.91 94.84
Total Average 69.38 83.23 91.97 92.92 92.78

contexts. In particular, confusion between adjacent classes is a
much more reduced phenomenon than in the case of GPS-based
localization.

5.2. Methods Exploiting Jointly Images and GPS (Late Fusion)

Table 4-6 report the results obtained combining approaches
based on images and GPS with late fusion for the three consid-
ered localization granularities. Specifically, we investigate all
possible combinations of a CNN with one, two or three GPS-
based classifiers for different values of the late fusion weight
w ∈ {1, 2, 3, 4, 5}. Best results per row are reported in bold.
Best results per CNN are underlined. In sum, the best results
are obtained when the class scores predicted by the CNN are
weighted 4 times more (w = 4) than the scores produced by
GPS-based approaches. This further indicates that image-based
localization is much more reliable than GPS-based localization
in the considered domain.

Table 7 summarizes the improvements obtained by late fu-
sion approach with respect to image-based approaches. The
comparisons are performed considering the classifiers which
fuse CNNs with DCT, SVM and KNN with a late fusion weight
w = 4 (i.e., “4 · Alexnet + DCT+SVM+KNN”, “4 · Squeezenet
+ DCT+SVM+KNN”, “4 · VGG16 + DCT+SVM+KNN”). In
average, late fusion allows to obtain improvements of +1.25%,
+1.03%, and +0.48% in terms of accuracy% over AlexNet,
SqueezeNet, and VGG16, respectively. It should be noted that
improvements are larger for the coarse 9 Contexts granularity,
in which even inaccurate GPS positions can be useful.

Fig. 6 reports the confusion matrices obtained with late fu-
sion of VGG16, DCT, SVM, and KNN, with respect to the
three localization granularities. As can be observed comparing
Fig. 5 and Fig. 6, fusing image-based predictions with GPS-
based predictions allows to marginally reduce confusion among
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(a) 9 Contexts

(b) 9 Subcontexts

(c) 17 Contexts

Fig. 4. Confusion matrices of the KNN classifier based on GPS for the lo-
calization granularities of (a) 9 Contexts, (b) 9 Subcontexts, (c) 17 Contexts.
Values are reported as percentages.

(a) 9 Contexts

(b) 9 Subcontexts

(c) 17 Contexts

Fig. 5. Confusion matrices of the VGG16 classifier based on images for
the localization granularities of (a) 9 Contexts, (b) 9 Subcontexts, (c) 17
Contexts. Values are reported as percentages.
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(a) 9 Contexts

(b) 9 Subcontexts

(c) 17 Contexts

Fig. 6. Confusion matrices of the classifier obtained combining with late
fusion (w = 4) VGG16, DCT, SVM, and KNN for the localization gran-
ularities of (a) 9 Contexts, (b) 9 Subcontexts, (c) 17 Contexts. Values are
reported as percentages.

Table 5. Late fusion results (accuracy%) related to the 9 Subcontexts gran-
ularity level for different values of the late fusion weight w.

CNN weight for Late Fusion (w)
1 2 3 4 5

9
Su

bc
on

te
xt

s

AlexNet + DCT 44.28 66.29 83.68 83.44 83.37
AlexNet + SVM 46.26 83.99 83.55 83.40 83.31
AlexNet + KNN 51.63 83.97 83.57 83.44 83.36
AlexNet + DCT + SVM 44.88 72.93 84.10 83.78 83.61
AlexNet + DCT + KNN 44.84 75.56 83.94 83.86 83.65
AlexNet + SVM + KNN 47.97 82.20 84.07 83.76 83.56
AlexNet + DCT + SVM + KNN 46.00 69.43 83.04 84.12 83.92
SqueezeNet + DCT 44.28 67.79 85.89 85.76 85.71
SqueezeNet + SVM 46.26 86.08 85.74 85.72 85.62
SqueezeNet + KNN 51.63 86.11 85.82 85.71 85.65
SqueezeNet + DCT + SVM 44.88 74.82 86.22 85.96 85.83
SqueezeNet + DCT + KNN 44.84 77.43 86.20 86.06 85.87
SqueezeNet + SVM + KNN 47.97 84.06 86.20 85.89 85.80
SqueezeNet + DCT + SVM + KNN 46.00 71.02 85.23 86.33 86.07
VGG16 + DCT 44.28 70.24 90.01 89.93 89.90
VGG16 + SVM 46.26 90.06 89.92 89.88 89.83
VGG16 + KNN 51.63 89.95 90.01 89.89 89.86
VGG16 + DCT + SVM 44.88 78.24 90.06 90.04 89.99
VGG16 + DCT + KNN 44.84 80.33 89.88 90.06 90.01
VGG16 + SVM + KNN 47.97 87.55 90.13 90.05 89.93
VGG16 + DCT + SVM + KNN 46.00 73.80 88.67 90.12 90.08
Average: AlexNet 46.55 76.34 83.71 83.69 83.54
Average: SqueezeNet 46.55 78.19 85.90 85.92 85.79
Average: VGG16 46.55 81.45 89.81 90.00 89.94
Total Average 46.55 78.66 86.47 86.53 86.42

non-adjacent classes in the case of 9 Contexts (compare the
numbers far from the diagonal in Fig. 5(a) with the related ones
of Fig. 6(a).

Table 8 reports some examples of images incorrectly classi-
fied by VGG16, but correctly classified when using late fusion.
The second and third columns of the table report the predicted
and expected Context/Subcontext classes. The IDs are coher-
ent with the ones reported in Fig. 2. The fourth column reports
images belonging to the expected class but similar to the input
image. The examples show that some errors are due to visual
ambiguities due similar, yet distinct environments.

5.3. Summary of the Best Performing Methods

To summarize the results, Table 9 reports the accuracy of the
best performing methods for each of the considered modali-
ties, i.e., GPS, images, and late fusion. GPS-based methods
do not allow to obtain satisfactory results, especially when a
finer-grade localization is required (i.e., in the case of 9 Sub-
contexts and 17 Contexts). On the contrary, the VGG16 method
allows to obtain much better results. Interestingly, while the
performances of KNN drop down by about 20% when going
from 9 Contexts to 9 Subcontexts classification, for VGG16, we
only observe a drop in performance of less than 5%. Late fu-
sion always allows to improve over the results obtained when
using KNN or VGG16 alone. However, it should be noted that
improvements over VGG16 are marginal.

Fig. 7 reports the F1 scores computed by the considered best
performing methods with respect to the three localization gran-
ularities. In particular, we report the F1 score related to each
class, as well as the average of the F1 scores. As shown in
Fig. 7, KNN achieves low performance in some contexts and
subcontexts (e.g., it achieves 0 for Context 9 in Fig. 7(a) and
Fig. 7(c) and low values for Subcontexts 5.4 and Subcontexts
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Table 6. Late fusion results (accuracy%) related to the 17 Contexts granu-
larity level for different values of the late fusion weight w.

CNN weight for Late Fusion (w)
1 2 3 4 5

17
C

on
te

xt
s

AlexNet + DCT 55.54 78.00 86.59 86.31 86.15
AlexNet + SVM 58.48 87.04 86.55 86.24 86.12
AlexNet + KNN 59.03 87.19 86.48 86.23 86.09
AlexNet + DCT + SVM 56.08 71.61 87.00 86.84 86.58
AlexNet + DCT + KNN 56.24 74.31 87.15 86.86 86.56
AlexNet + SVM + KNN 58.60 75.85 87.15 86.81 86.52
AlexNet + DCT + SVM + KNN 57.02 70.08 80.47 87.15 86.97
SqueezeNet + DCT 55.54 80.58 89.37 89.19 89.12
SqueezeNet + SVM 58.48 89.73 89.31 89.16 89.07
SqueezeNet + KNN 59.03 89.90 89.27 89.13 89.07
SqueezeNet + DCT + SVM 56.08 72.78 89.76 89.49 89.35
SqueezeNet + DCT + KNN 56.24 75.65 89.90 89.51 89.32
SqueezeNet + SVM + KNN 58.60 77.65 89.83 89.51 89.29
SqueezeNet + DCT + SVM + KNN 57.02 71.00 82.77 89.82 89.57
VGG16 + DCT 55.54 83.65 92.43 92.32 92.28
VGG16 + SVM 58.48 92.71 92.44 92.31 92.27
VGG16 + KNN 59.03 92.79 92.40 92.29 92.27
VGG16 + DCT + SVM 56.08 74.33 92.73 92.55 92.43
VGG16 + DCT + KNN 56.24 77.29 92.79 92.54 92.41
VGG16 + SVM + KNN 58.60 79.42 92.74 92.55 92.41
VGG16 + DCT + SVM + KNN 57.02 72.32 84.83 92.75 92.61
Average: AlexNet 57.28 77.72 85.91 86.63 86.43
Average: SqueezeNet 57.28 79.61 88.60 89.40 89.25
Average: VGG16 57.28 81.79 91.48 92.47 92.38
Total Average 57.28 79.71 88.66 89.50 89.36

Table 7. Improvements in accuracy% obtained using Late Fusion (LF).
AlexNet SqueezeNet VGG16

AlexNet LF Imp. SqueezeNet LF Imp. VGG16 LF Imp.
9 Contexts 90.45 91.76 1.31 91.91 93.07 1.16 94.64 95.14 0.50

9 Subcontexts 83.09 84.12 1.03 85.41 86.33 0.92 89.78 90.12 0.34
17 Contexts 85.74 87.15 1.41 88.81 89.82 1.01 92.16 92.75 0.59
Avg Imp. 1.25 1.03 0.48

5.8 Fig. 7(a)). VGG16 obtains much better and less variable
results for all granularities, whereas late fusion allows to occa-
sionally improve localization accuracy for some classes.

5.4. Computational Analysis

We performed experiments to understand the computational
effort needed when employing the different approaches. Ta-
ble 10 reports the computational requirements of the localiza-
tion based on GPS and images. In particular, for each method
we report the time needed to process a single image in millisec-
onds and the memory required by the model. All times have
been computed on CPU using a four-cores Intel(R) Xeon(R)
CPU E5-2620 v3 @ 2.40GHz, averaging over 1000 predictions.
Time and memory requirements have been computed separately
for each granularity and fold and then averaged. The table
shows that, despite the low accuracy, the methods based on GPS
are extremely efficient both in terms of required memory and
time. Among these methods, DCT and KNN are particularly ef-
ficient in terms of memory. On the contrary, methods based on
CNNs require more memory and processing time. Specifically,
VGG16 is the slowest and heaviest method, while Squeezenet is
the fastest and most compact one. Note that, when late fusion is
considered, the overhead required to obtain GPS-based is neg-
ligible due to the high computational efficiency of GPS-based
methods.

Table 8. Example of images wrongly classified by CNNs, but correctly clas-
sified by Late Fusion approach. Second and third columns show the pre-
dicted and expected Context/Subcontext, respectively, using the same IDs
shown in Fig. 2.

Input Image Predicted Expected Sample Image from Expected Class

5.3 5.2

5.3 5.9

5.6 2

1 4

Table 9. Accuracy% of the best performing methods of each of the three
considered modalities (GPS, Images and Late Fusion).

GPS Images Late Fusion
(KNN) (VGG16) (VGG16+DCT+SVM+KNN)

9 Contexts 71.92 94.64 95.14
9 Subcontexts 51.63 89.78 90.12

17 Contexts 59.03 92.16 92.75

6. Conclusion

We considered the problem of localizing visitors of a natural
site from egocentric videos. To study the problem, we collected
a new dataset of egocentric videos in the Botanical Garden of
the University of Catania. Each frame has been labeled with
a location-related class and with GPS coordinates which have
been acquired along with the video using a smartphone. The
EgoNature dataset is publicly released to encourage research in
the field. We performed an experimental evaluation of different
methods based on GPS, images and the combination of both,
according to three localization granularities. The experiments
show that image-based localization is much more accurate than
GPS-based localization in the considered settings and that fu-
sion with GPS-based predictions slightly improve results. Fu-
ture works could be devoted to investigate more principle ap-
proaches to fuse image and GPS information in order to im-
prove localization accuracy and computational efficiency.
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(a) 9 Contexts

(b) 9 Subcontexts

(c) 17 Contexts

Fig. 7. F1-Score for (a) 9 Contexts, (b) 9 Subcontexts, (c) 17 Contexts. Values
are reported as percentages.

Table 10. Required computational time and memory.
Method Time (ms) Mem (MB)

DCT 0.01 0.07
SVM 0.01 0.33
KNN 0.01 0.12

AlexNet 20.25 217.60
SqueezeNet 18.30 2.78

VGG16 434.86 512.32
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